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https://newsletter.pessimistsarchive.org/p/robots-have-been-about-to-take-all

Are these debates new?



Ah, by the way, these technologies (and their tools) changed the world!

● Printing Press
○ Fear of Information overload
○ Fear of job loss
○ Widespread “misinformation”

● Calculator
○ Students would stop thinking
○ Over reliance on machines
○ Equity issues 

● Computer/mobile/internet
○ All the above + 
○ Privacy
○ Over-dependance + … 

Are these debates new?



● Education

● Science

● Productivity

● Information

https://github.blog/news-insights/research/the-economic-impact-of-the-ai-powered-developer-lifecycle-and-lessons-from-github-copilot/

Do you mean the world is changing again?
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Understanding technological changes

automate automate

With computers we moved tasks into the digital world

• Admin

• Writing/Coding

• Teaching

Then we built software (programs) to solve them 

automate



So what is next?



Lets make a “forecast”
• Answer a question 

(with or without web 
search)

• Draft a document 
(multiple iterations)

• Code an application

• Research a problem

• Perform some online 
set of actions (make 
a reservation)



What is automated task execution in the digital world?
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What is automated task execution in the digital world?



AI Progress

The framework I am going to use.



Content of the talk

Part 1:
1. What is this AI?
(in a nutshell)

2. Where we are 
currently at? 

Part 2:
1. What are the 

implications of AI?

2. Why predicting the 
implications is 
very hard and 
what we can do 
instead?
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GenAI

Deep Learning

Intelligent Machines
Automation of intelligent behavior by computers

Algorithms that learn from data
The process of “training” models to find patterns

Brain Inspired Neural Networks
Models that learn abstract representations

Text/Image/Audio Generation
“Deeper” Models that sample from representations

Lets start with the basics. What is AI?

Artificial 
Intelligence

Machine 
Learning



GenAI

Deep Learning

Machine 
Learning

Intelligent Machines
Automation of intelligent behavior by computers

Algorithms that learn from data
The process of “training” models to find patterns

Brain Inspired Neural Networks
Models that learn abstract representations

Text/Image/Audio Generation
“Deeper” Models that sample from representations

Lets start with the basics. What is AI?

aka

Artificial 
Intelligence



What is this chatgpt thingy?

A modern operating system
“Some software”



Lets take this step by step

● A new kind of Operating System

● That we build tools (programs) around it
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1. A special artificial, brain-inspired neural network (Big mathematical equation)
2. That samples from text representations (Patterns learnt from written knowledge)
3. Learnt through large scale training (Lots of GPUs and lots of data)
4. To automate an intelligent behavior (user – assistant responses, agentic tasks)

What is an LLM?



1. A special artificial, brain-inspired neural network (Big mathematical equation)
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Congratulations you just figured out modern LLMs



1. A special artificial, brain-inspired neural network (Big mathematical equation)
2. That samples from text representations (Patterns learnt from written knowledge)
3. Learnt through large scale training (Lots of GPUs and lots of data)
4. To automate an intelligent behavior (user – assistant responses, agentic tasks)

Congratulations you just figured out modern LLMs

No, not yet.



Two extra ingredients
Supervised Fine Tuning

● Special data to “force” assistant behavior

●Manually assembling high quality documents

● Very hard and expensive to compose such documents

Reinforcement Learning 
with Human Feedback



But, we still have some issues
Yeah, other than:
• having to download ~10TB of data, 
• find a cluster of ~6.000 GPUs, pay 12M to train,
• find 100K high quality responses and then align the behavior of the model

1. The model struggles at complex tasks

OK, so now you have ChatGPT (version 2022)



System 1 vs System 2.



System 1 vs System 2.

Human: “"Emily buys 3 apples and 2 oranges. Each orange 
costs $2. The total cost of all the fruit is $13. What is the 
cost of apples?“

<Assistant is thinking...>

Assistant: "The apples cost $9 in total.
The oranges cost $4 in total, so the apples cost $13 - $4 = 
$9."



But, we still have some issues
Yeah, other than:
• having to download ~10TB of data, 
• find a cluster of ~6.000 GPUs, pay 12M to train,
• find 100K high quality responses and then align the behavior of the model

1. The model struggles at complex tasks

2. The model still cannot do math

+ Reasoning

(Reason is a bit technical)
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Quiz Time

OK, so now you have ChatGPT (version 2022)

Quiz Time

What is y?
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+ Reasoning

But, we still have some issues
Yeah, other than:
• having to download ~10TB of data, 
• find a cluster of ~6.000 GPUs, pay 12M to train,
• find 100K high quality responses and then align the behavior of the model

1. The model struggles at complex tasks

2. The model still cannot do math

3. The model hallucinates (by construction)

4. Start forgetting after long discussions

(Reason is a bit technical)

OK, so now you have ChatGPT(version 2022)



In a nutshell:

1. This is a modern LLM

2. It’s a product of years of research

3. It’s a mix of: Data + Compute (GPUs) + Machine Learning Model + Algorithms

4. It reproduces text used for training, in order to solve queries (assistant/copilot)

5. It has many limitations. 

6. Some are solved, some are being solved, some are hard to be solved



Where we are currently at?



A two-wave model analogy.

Revolutionary Science:
(The Breakthrough Period)
Brief periods of paradigm-shifting breakthroughs.
(eg, Transistor ,first TCP/IP protocol)

Normal Science: 
(The Consolidation Period)
Longer periods of problem solving with newly 
established paradigms, working out implications, 
refining methods.
(eg Computer, Internet etc)
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A two-wave model analogy.

Revolutionary Science:
(The Breakthrough Period)
Brief periods of paradigm-shifting breakthroughs.
(eg, Transistor ,first TCP/IP protocol)

Normal Science: 
(The Consolidation Period)
Longer periods of problem solving with newly 
established paradigms, working out implications, 
refining methods.
(eg Computer, Internet etc)

I would say over here



Where we are & where are we heading?

● Technology is pretty much established
○ Mostly efficiency breakthroughs
○ Yes there is Fable and GPT 5.6, but for 99% of 

people the difference is not clear

https://magazine.sebastianraschka.com/p/from-gpt-2-to-gpt-oss-analyzing-the



● Technology is pretty much established

● We are running out of things to scale

https://arcprize.org/blog/oai-o3-pub-breakthrough
https://techxplore.com/news/2024-06-ai-gold-chatbot-human-written.html

Where we are & where are we heading?
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● Technology is pretty much established

● We are running out of things to scale

○ Data 

○ Compute 

○ Inference time (think longer) 
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● Technology is pretty much established

● We are running out of things to scale

○ Data 

○ Compute 

○ Inference time (think longer) 

○ New? (There are good canditates)
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https://techxplore.com/news/2024-06-ai-gold-chatbot-human-written.html

Where we are & where are we heading?
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Where we are & where are we heading?

● Technology is pretty much established

● We are looking for new things to scale The Breakthrough Period



● Technology is pretty much established

● We are looking for new things to scale

● We now have models for different tasks

○ Open/closed source

○ Different pricing

○ Different capabilities

Where we are & where are we heading?

https://research.aimultiple.com/llm-pricing/



Where we are & where are we heading?
● Technology is pretty much established

● We are looking for new things to scale

● We now have models for different tasks

● We now build AI Applications
○ Agentic applications.

○ For collaboration & task automation.

○ Using expertise injection



Where we are & where are we heading?

● Technology is established

● Scaling dimension (more is better)

● Different model per task

● New applications for task automation

The Breakthrough Period

The Consolidation Period



Where we are & where are we heading?

● Technology is established

● Scaling dimension (more is better)

● Different model per task

● New applications for task automation

● Start figuring out the implications

The Breakthrough Period

The Consolidation Period



Content of the talk

Part 1:
1. What is this AI?
(in a nutshell)

2. Where we are 
currently at? 

Part 2:
1. What are the 

implications of AI?

2. Why predicting the 
implications is 
very hard and 
what we can do 
instead?



“Frontier models have reached or 
exceeded human-level expertise on 
cognitive tasks, thus we are on the 
threshold of AGI, so we need to study 
consequences”

Capability and impact. Two different things.



“Frontier models have reached or 
exceeded human-level expertise on 
cognitive tasks, thus we are on the 
threshold of AGI, so we need to study 
consequences”

Capability and impact. Two different things.

Simplified:
“Models are getting so good that they 
will surpurs human intelligence on all 
tasks, so we need to start studying 
what will happen”
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The higher we go, the 
less clear the evidence 
becomes

Capability and impact. 



Good evidence

https://www.anthropic.com/research/AI-assistance-coding-skills

Capability and impact. 



Good evidence

Conflicting evidence

Capability and impact. 



Good evidence

Conflicting evidence

Capability and impact. 



Good evidence

Conflicting evidence

No clear way to 
measure (yet)

Capability and impact. 



For true impact, each step needs good foundations.
Otherwise it is hype driven by FOMO (and AI Psychosis).

Impact needs foundations not FOMO
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1. Augmentation Phase

• AI assists human workers 
• Automates repetitive digital tasks 
• Humans still decide and supervise

2. Substitution Phase

• AI takes over full workflows 
• Replaces some human roles 
• Humans handle exceptions and strategy

3. Autonomous Phase

• AI agents plan and act independently 
• Systems coordinate with minimal humans 
• Humans set goals, limits, and governance

Ok, so, will autonomous agents replace humans on most economic tasks?



• AI assists human workers 
• Automates repetitive digital 

tasks 
• Humans still decide and 

supervise

First, we have the augmentation



Better models!

The Assumption:
Models better/faster at reasoning, 
thus they replace decision makers.

Then, substitution due to better models



The Assumption:
Models better/faster at reasoning, 
thus they replace decision makers.

Then, substitution due to better models



https://www.businessinsider.com/ai-isnt-killing-software-coding-jobs-booming-trueup-2026-4

The Assumption:
Models better/faster at reasoning, 
thus they replace decision makers.

Then, substitution due to better models



And finally, full autonomy



Huge uncertainty for such predictions.

● 10 years in AI years is almost a human century
○ New best model every 2 months

● Current models work best on verifiable tasks
○ Eg best models are coding models

● Architectural breakthroughs are needed
○ Solve continuous learning
○ Solve long term planning
○ Solve memory

● What fuels these autonomous entities?

And finally, full autonomy



https://a16z.com/the-ai-job-apocalypse-is-a-complete-fantasy/

Software gets ~x% cheaper
- Requirements gathering
- Prototyping
- More productive engineers

A more naïve way of looking at this.



https://www.anthropic.com/research/labor-market-impacts

The real question:
What does this 
mean for 
education?

Lets look at the data:
The actual problem with the labour market.



Disclaimer: 
Not true for every 
products, but useful as a 
general pattern. 

The expectation loop & the economics of AI



?
Technology bubble? Almost certainly not.
Valuation bubble? I do not have an answer.

The expectation loop & the economics of AI



Some problems with the expectation loop



Where the problems begin.

What about the 
problems here
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Question:
What if this part  
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Ownership and inequality

Is this due to Technology? 

Or ownership (and influence)?

Argument: NVIDIA makes tone of money, thus impact is already here
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Ownership and inequality

Is this due to Technology? 

Or ownership (and influence)?

The AI supply chain

Hypothetical questions:
Q1: What is the % of these 
companies in the stock market?

Q2: What happens to the stock 
market without these companies?

Q3: What about potential 
disruptions in the supply chain?

Q4: Who benefits with the actual 
progress/adoption of AI?

Argument: NVIDIA makes tone of money, thus impact is already here
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Ownership and inequality

Is this due to Technology? 

Or ownership (and influence)?
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Who owns the technology and who gets access?

Argument: NVIDIA makes tone of money, thus impact is already here



Ownership and inequality

Is this due to Technology? 

Or ownership (and influence)?

Question 1: 
Who owns the technology and who gets access?

Question 2: 
Who aligns the aligners & who regulates the regulators?

Argument: NVIDIA makes tone of money, thus impact is already here



1. Trends lean towards augmentation -> 
Cheap software + more digitalization

2. No striking productivity gains (firm level, not 
worker level). These will show during 
consolidation and mass augmentation.

3. Physical boundaries should be considered.

4. No evidence of a significant job market shift 
(yet)

5. Revenue and valuation might be weak 
predictors.

https://a16z.com/the-ai-job-apocalypse-is-a-complete-fantasy/

Wrapping up. Why forecasting the impact of AI is hard



“The question is not what AI will do to us, but what we 
are going to do with AI”,

Erik Brynjolfsson, Stanford economist.

https://observer.com/2026/04/stanford-erik-brynjolfsson-ai-labor/

And at the end, it might be a choice and not a prediction.

https://observer.com/person/erik-brynjolfsson/


A quick summary

● AI is not magic. It is a combination of data, compute and smart algorithms

● The core technology is somewhat established. We now build upon it.

● Do not mess capability with impact. AI progress is real. Impact is uneven.

● Productivity gain need systems. Not models.

● Full automation is not yet predictable. We are at early augmentation.

● Cheap software might create more digital job, not less

● Ownership may matter as much as capability

● Forecasting the impact of AI is very hard. It takes time and society adopts.

● The future is not only predicted. It is also designed.
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